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Abstract—Reckless driving is dangerous, and must be moni-
tored, detected, and law-enforced to assure road safety. For this
purpose, this work presents an embedded system for monitoring
and detecting reckless driving activities on the road autonomously
in real-time. Using an embedded GPU (eGPU) platform, a
camera, and a combination of light-weight deep learning models,
we design a system that can identify abnormal vehicle motions
on the road. Our system analyzes discrete per-frame images from
vehicle detection algorithms, and creates a continuous trace of
a vehicle’s motion trajectory. While doing so, a virtual grid
is generated on the road to obtain positions of vehicles with
less overhead and accurately track a vehicle’s movement even
with low frame rate (5 fps) videos. Vehicle’s motion trajectory
is then compared against the surrounding to identify abnormal
behavior through driving activity classification, which can be
provided to law enforcement personnel for final validation.
The key challenge is the fundamental resource constraints of
embedded platforms, and we design algorithms to overcome their
limitations. Evaluation results show that our scheme can well-
extract the horizontal and vertical movements of a vehicle (100%
recall and 67% precision ) and show the potential for truly
autonomous reckless driving activity detection systems.

Index Terms—Reckless driving detection; embedded system;
deep learning; vehicle motion tracking

I. INTRODUCTION

Vehicle speed detection cameras on the roads today use

laser-based sensors or ground-implanted sensors to accurately

estimate the speed of a moving vehicle. Once the speed is

captured, a picture is taken for vehicles that travel over the

limit. The task of these cameras are rather simple, but they

take an important role in maintaining road safety. However,

installation of ground-implanted sensors can be burdensome,

laser-based sensors have high costs, and more importantly,

they can capture only the speed of a vehicle, only for those

that travel within a lane. Nevertheless, speeding is not the

only threat we have on the roads of today. A more prominent

problem is reckless driving, which is the cause of many

on-road accidents today. Reckless driving is defined as the

overall act of disregarding road rules, and also includes various

abnormal driving activities such as frequently and violently

changing lanes as well as speeding. However, the camera-

based road monitoring systems we have today is incapable
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Fig. 1. System architecture

of detecting abnormal vehicular motions comprehensively.

Therefore, there is an immense social and economical need

for a system that can autonomously detect reckless driving,

which not only needs to detect the speed of vehicles but also

their movements as well.

In this work, we present an embedded system for au-

tonomously detecting reckless driving activities on the road in

real-time. We argue that detecting reckless driving can be done

on a stand-alone, low-cost camera-based embedded system

with the technology that we have today. By combining camera

modules with embedded graphics processing units (eGPUs),

we can detect objects (i.e., vehicles) on the road, continuously

track their movements, and classify their movements without

the need for other sensors nor a powerful backend system, nor

high bandwidth video transmissions.

Specifically, Fig. 1 depicts the architecture of our system.

A camera-attached eGPU platform deployed on the road

performs all necessary computation to classify and identify

the motion trajectories of vehicles. Once reckless driving is

detected, the device sends alerts to the control center where

a law-enforcement professional can make the final decision

on vehicle activity. Transmitting all captured videos to a

central server requires a significant amount of bandwidth.

For example, a 480p quality video typically has a bitrate of

3 Mbps. With 500 cameras, a network bandwidth of 1.5 Gbps

is required on the central server. In addition, a huge amount

of computation power is spent in processing and analyzing

concurrent video streams just to find nothing most of the

time. Thus, this work argues that tracking, classification, and
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detection should occur on the embedded edge device, and

videos of vehicles are sent when and only when abnormal

activities are detected. Such a single-unit autonomous system

can be deployed just like the speed-limit enforcement cameras

we have today, and possibly be incorporated into the road-side

units (RSUs) for V2X communication in the future [1].

We also propose several methods to improve the identifica-

tion of vehicles and estimate vehicular activity on embedded

devices. We noticed that the resource constraints (especially

the processing power) of eGPUs limit the frame rate at which

it can process images, and show that we can design a system

that suits our target purpose despite this reduced frame rate.

Specifically, the latency of deep learning models for vehicle

object detection on an embedded platform (e.g. NVIDIA

Jetson TX2) is ∼5x longer compared to that on a popular

high-end GPU when processing the same video. This limits

the rate at which objects can be detected, and thus imposes

additional challenge for vehicle tracking. We resolve this issue

by tracking adjacent object boxes on subsequent frames, and

also by adopting the SURF algorithm [2] to improve tracking

accuracy.

Once identifying moving vehicles, the obtained position

data from the tracking can be used to analyze the movement of

each vehicle. However, since the bounding boxes generated as

a result of vehicle detection are not perfectly fit to the vehicles,

their raw positions are not adequate to be used as is. Thus,

in order to analyze the movement of vehicles consistently, we

project the road in a vertical field of view and then create

a “virtual grid” to record the vehicle’s positions. By using

such schemes, we can measure the speed and movement of

vehicles using only the images without any additional sensors.

Our proposed reckless driving classification system showed

100% recall and 67% precision based on both real-world

and emulated vehicular movement data we use. Although the

presence of false positive samples resulted in a relatively low

precision, our system showed ‘zero false negatives’ in reckless

driving detection.

The contributions of this work are three-fold.

• Through empirical measurements, we show that deep learn-

ing models on an eGPU can be implemented to have

sufficient performance for designing a reckless driving mon-

itoring system.

• We present a vehicle tracking scheme using object detection

results of a deep learning model, and propose various

methods to overcome the limited computational power of

eGPU platforms.

• We evaluate the proposed system using real-world vehicle

traces as well as emulated traces collected from a remote

controlled car to show that our scheme can detect reckless

driving activities with very high recall.

II. RELATED WORK

Traffic monitoring : There are several prior work in the

literature that attempt to monitor road traffic using cameras.

However, there are no system (to the best of our knowledge)

that implements deep-learning framework for reckless driv-

ing detection. Luvizon et.al [3] use computer vision-based

algorithms to recognize and track license plates of vehicles

to measure the speed of the vehicles. However, their scheme

requires processing high-quality (full-HD) video which is

unsuitable for embedded platforms. Furthermore, it cannot

recognize vehicles that change directions since front image

of the vehicle is necessary, and thus it is not possible to

analyze the driving patterns. There are other systems [4]–[6]

that do not require high quality videos. However, since these

systems monitor the movement of vehicles by tracking only

within a specific lane, it is not possible to track and analyze

the vehicle’s horizontal movements. On the contrary, our

system detects reckless driving by monitoring and analyzing

the movement of vehicles on the entire road.

Object detection on embedded device : Since most of

the current state-of-the-art deep learning frameworks are not

intended for operating in embedded systems, an accurate

measurement study is needed to determine the performance

of those frameworks on resource-constrained platforms. The

work in [7], [8] are surveys on performance measurements of

embedded platforms, especially NVIDIA Jetson TX1. There

are also applications that use deep learning frameworks in

embedded platforms [9]–[14], but mostly on smartphones.

The common goal of these works is to utilize deep learning

framework efficiently in their systems, even on low perfor-

mance platforms. Our work examines the performance of the

embedded platform, NVIDIA Jetson TX2, for running image

processing and deep learning models, and discusses system

design. Although newer, faster, and more expensive Xaiver

platform is released at the time of this writing, newer server-

class GPUs have been released as well; we believe our findings

and methodology still provides meaningful insights to the

relative performance difference and challenges of embedded

GPU platforms.

Handling low performance : The eGPU platform used in

this work is not as capable as high-end GPUs. Therefore,

frame rate of the videos needs to be lowered for real-time

processing. Our work uses 5 frames per second (fps), and

several other works in [15]–[19] have also used the same rate

to implement their systems for the same reason. Furthermore,

the position data of a detected object obtained by the deep

learning framework is not perfect, and thus calibration is

required. Zhou et.al [20] uses a filter to calibrate the positions

of moving objects, but low frame rate video is not suitable

for such filtering. Thus, we use clustering of positions by

generating grid on images through a projection transformation

of the road image, similar to ideas in [21], [22]. However,

none of the aforementioned work detects reckless driving

behavior.

III. PRELIMINARY STUDIES

Our goal is to design an automated system for detect-

ing reckless driving activities on the road via a stand-alone

camera-based embedded platform. There are many recent work

that utilize deep learning algorithms to detect vehicles and
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Fig. 2. Comparison of vehicle detection performance between high-end GPU
and embedded GPU.

extract their location information on high-end GPUs [23],

[24]. However, the key challenge is to design the classification

algorithms (for detecting vehicle objects and their movement

patterns) to be “light-enough” to properly function on embed-

ded GPU platforms. A vehicle monitoring system requires fast

processing to capture and analyze the movement of multiple

vehicles on the roads in real-time, and thus the performance of

the deep learning model is one of the most important factors

in implementing our target system. For this reason, we first

conducted a preliminary study to investigate the performance

of deep learning algorithms operating on eGPUs.

Among various deep learning models optimized for fast

object detection [25]–[27], we have selected and compared

the processing speeds of SSD (SSD500) [26] and YOLO

(YOLOv2 416x416) [27] that exhibit a tradeoff between the

object detection accuracy and processing latency. Specifically,

we used a 30 fps 480p video and define systems that can

process such videos as “real-time capable”. We then compared

the object detection rate of SSD and YOLO models on an

NVIDIA 1080 Ti GPU. Our results were consistent with

previous work: we were able to see a frame processing
rate (fpr) of 14.7 and 30 on the SSD and YOLO models,

respectively. This suggests that YOLO is more light-weight

and can achieve higher fpr, which is a critical factor for us

given that we plan to implant the model on resource-constraint

platforms. For such reasons, we selected the YOLO (v2) model

as our deep learning model for vehicle detection.

A. Vehicle object detection

Deep learning frameworks such as YOLO utilize general

purpose GPUs to perform their large amount of computation.

Embedded systems can also mimic such strong computational

capabilities by utilizing eGPU platforms. Among many avail-

able, in this work, we utilize the NVIDIA Jetson TX2 as

our eGPU platform. Despite being one of the most high-

performance eGPU in the market today, Jetson TX2 has only

7% of CUDA cores compared to server-scale GPUs such as the

NVIDIA GTX 1080Ti (Jetson TX2: 256 cores, GTX 1080Ti:

3584 cores). This suggests that the performance of Jetson TX2,

although being a GPU as well, will not match that of the GTX

1080Ti. Therefore, it is important to understand the limitations

of the eGPU in utilizing the YOLO deep learning framework

in designing our system.

Fig. 3. Detection speed with respect to video size

Fig. 4. Detection speed vs. video quality (target bitrate)

Using the performance of the YOLO deep learning model

operating on the GTX 1080Ti as the baseline performance, we

compare the results of the same model operating on the Jetson

TX2 to empirically understand the limitations of eGPUs.

Firstly, given that a highly accurate vehicle object detection

on the road is the basis of our reckless driving detection

system, we start by confirming if the vehicle detection results

for the two platforms match. Fig. 2 presents the vehicle

detection instances when the YOLO model operates on each

GPU platform while changing the frame rate of the input

video which consists of multiple vehicles passing through on

a highway for one minute. Note that, with a lower frame rate,

less number of vehicles may be detected given reduced number

of images that the GPU analyzes for a fixed amount of record

time. We can see from the figure that the results are ∼99%

identical for the two platforms, which suggests that using a

more computationally constrained GPUs did not affect the

object detection count (accuracy) of vehicles on the road.

B. Video characteristics

Next, we examine the impact of video size or quality on

processing speed or detection accuracy for the two GPU

platforms. Results from such experiments can help determine

the appropriate frame rate for our eGPU-based system.

Fig. 3 plots the processing speed of the deep learning

framework with respect to the image size of the video on

the GTX 1080 Ti and Jetson TX2 platforms. Here, the target

bitrate of the video is fixed to 500 kbps. The results suggest

that the processing speed tends to decrease as the size of the

image size increases. This is somewhat expected given that a

larger size video will take more time to process on a per-frame-

basis. As mentioned above, we define 30 fpr as real-time; thus,
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Fig. 5. Detection performance with respect to video quality

for the GTX 1080Ti, we configured the video image size to

at least 480p (and meet 30 fpr).

Fig. 4 shows how the processing speed varies with video

quality (target bitrate) of the 480p size video. We can see

that the quality of the video does not lead to a drastic effect

on processing speed unlike the image size. Decreasing the

video quality to 20% of the original (500 vs. 100 kbps) only

shows a marginal increase in the number of frames that the

GPU can process. However, if the video quality is lowered to

this level, the performance of vehicle detection, as we show

in Fig. 5, where we present the vehicle detection count for

different target bitrates on a 480p video, starts to degrade.

This suggests us with a minimum target bitrate quality for the

videos we use in this work. Finally, we decided to implement

the system based on the video with the quality of 500 kbps,

which is the original one, given that the gain due to lowering

the video’s target bitrate is not considered to be significant.

The surprising factor here is that despite having similar

vehicle object detection counts (Fig. 3), increasing video size

forces the Jetson TX2 eGPU to suffer from a low throughput

performance. Unfortunately, the Jetson TX2, compared to the

GTX 1080Ti, can only process 14-21% of the frames in a given

amount of time. Quantitatively, for the case with 480p video

size, the Jetson TX2 can only process 5 fpr. This implies that

a full real-time system cannot be implemented at 30 fps, but

the same performance needs to be achieved using videos at 5

fps. This can be a problem given that the detection quantity of

vehicles can decrease, which naturally leads to coarse-grained

vehicular tracking compared to processing video frames at

30 fpr. The following sections will discuss how we design

a system to overcome such limitations that the combination

of deep learning models and image-based sensing embedded

systems introduce.

IV. SYSTEM DESIGN

We now present the design of our system and show details in

its implementation. Our autonomous reckless driving detection

scheme consists of two core components: (1) a vehicle tracking

module, which keeps track of vehicles in a video from the

frame that the vehicle first appears until it disappears, and (2)

a vehicle motion and speed extraction module, which, using

the tracking data, tries to identify specific motion trajectories

to extract the speed and motion patterns. We detail the design

of these two major components using the following sections.

Fig. 6. Cumulative Distribution Function (CDF) of pixel distances between
detected bounding boxes in subsequent frames.

A. Vehicle tracking

The YOLO model performs vehicle detection on a per-

frame basis. Therefore, we need a scheme to confirm that

two independently identified vehicles in subsequent frames

are the same vehicle to perform a reliable and continuous

movement tracking. Note that the result of a vehicle ob-

ject detection by YOLO, as with most object recognition

algorithms, outputs a bounding box of the target object. In

our system, we store the center point of each object box

to measure the distance between center points of subsequent

frames. Using this information, we determine if the distance

(between two frames) is within a preset threshold to identify if

these boxes cover the same vehicle. However, since the moving

distance in subsequent frames is larger in a lower frame rate

videos (due to increased interval between each subsequent

frames), it is necessary to apply a different detection range

threshold adaptively with respect to the current video frame

rate. Furthermore, given that the detection accuracy of YOLO

is imperfect and may miss objects in a frame or even miss

the frame itself due to delayed processing, a naive scheme

that simply uses a threshold between two center point pairs to

track the nearest box may result in tracking wrong/different

vehicles. Therefore, rather than simply tracking the nearest

boxes, we need to configure a maximum allowable range of

detection and consider only the boxes (center point) within

that range to be considered as the same vehicle as we track

vehicular movements.

To determine the range threshold parameter for each frame

rate, we measured the pixel distances between the nearest

boxes in subsequent frames. Fig. 6 presents a CDF of the

pixel distances for objects detected in subsequent frames when

using 5 and 30 fps videos. The video used here consists of

vehicles moving from top to bottom of the frame, and the

data was collected from total of 13 different road monitoring

videos to prevent overfitting in the model training phase. Of

the pixel distance distributions collected from each video, we

identified that 90% of the data were detected as a subset

of a single vehicle’s movement trajectory. The other 10%

may or may not be other vehicle(s). Furthermore, the figure

shows that the distance distribution differs by as much as 18

pixels when comparing 90% probability for the two frame

rates (i.e., 23 for 5 fps and 5 for 30 fps). This result itself

seems promising that, having 5 fps will not hurt the system

467



Fig. 7. An example of how SURF is applied in our system. The center image is the frame n − 1 and the images on both sides are the subsequent frames
(frame n). When not using SURF (left), continuous vehicle tracking fails. When using SURF (right), continuous tracking takes place. Two bottom images
show the SURF keypoints detected in each frame.

performance significantly when the vehicle tracking range

threshold is properly configured. However, these results are for

cases when vehicles are all properly detected at each frame. As

mentioned, there can also be cases where frames are missed or

objects are missed from the image. Under such circumstances,

with lower frame rates, the pixel distance threshold between

adjacent frames may need to be increased considerably.

Based on such observations, we use a frame buffering

scheme where we keep track a window of five (for 30 fps sys-

tems and two for 5 fps systems) most recent “object detected”

frames. Specifically, we store the center point information

for the objects detected in the current window and use this

information to infer a vehicle’s trajectory.

Finally, to avoid the center points from exceeding the vehi-

cle tracking range threshold, we apply the SURF algorithm [2]

to compensate for potential errors. Specifically, we store not

only the center point information of the buffered frames as

mentioned above, but also the keypoint information of the

vehicles’ image obtained from the SURF algorithm. These

keypoints in SURF are the edge information that characterizes

the shape of the object within the image. For example, the

images at the bottom of Fig. 7 show SURF keypoints of the

vehicle obtained from our test videos. If there is no position

information for tracking a specific vehicle identified from the

buffered frames, the “keypoint similarity” matching between

the buffered keypoints and the target keypoints is performed.

At this point, we track the vehicle with the highest matching

score in terms of keypoint similarity. Fig. 7 shows an example

of a tracked vehicle with and without the SURF algorithm.

The figure shows that, without SURF, our system would

miss the fact that the two subsequent frames are showing

the same object (the car tracking number - car 1 - is lost).

However, when using SURF, we compare the SURF keypoints

to continuously track car 1.

Overall, our scheme combining the empirically measured

vehicle tracking range threshold for 5 fps and SURF achieves

99.8% vehicle tracking accuracy for our preliminary dataset

Fig. 8. Per frame y-axis positions for two driving data samples. The left uses
raw data and the right side uses a projected grid.

(89 successful from 90 vehicle traces collected from real road

environments with many vehicles operating simultaneously).

B. Movement Analysis

While the most intuitive way to analyze vehicle movement

may be to use the center points from the vehicle tracking

algorithm directly, this does not provide accurate results due

to object center point fluctuations, since the object bounding

boxes may not fit the vehicle perfectly due to the fast but

coarse-grained computing characteristics of YOLO. This fluc-

tuation may seem minute from a wide-scoped vision, but when

observing details in pixel-scale, small fluctuations can lead

to large amounts of estimation error. As a result, analyzing

only the center-point information cannot guarantee reliable

results even when the vehicle (in reality) shows a very uniform

movement. Furthermore, note that the vehicle’s object size

increases as the object moves closer towards the camera, which

is typically installed to be tilted and facing down the road from

a fixed location. Since the same number of pixel motion when

the vehicle is nearby and far away represent different distances,

such factors should be taken in consideration to improve the

system accuracy.

Fig. 8 (a) plots the y-axis positions for the two videos (raw

vs. projected) each traveling at 30 km/h captured using 5 fps.

We notice that as frames proceed, the y-axis location of the
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Fig. 9. Grid presentation of images captured from road monitoring cameras.

vehicle increases super-linearly. Also, some points are missing

due to the imperfect nature of the YOLO object detection

algorithm. We tried approaching this issue in two different

ways. First, we applied a sliding window to minimize the

effect of missing frames. While this seemed like a plausible

approach and improved the performance for 30 fps videos, we

noted that it had minimal effect in improving the 5 fps video’s

performance due to the fact that the box distance between

subsequent frames are farther away in the 5 fps videos even

for identical vehicle velocity.

As the second approach, we clustered the location informa-

tion of vehicular objects extracted from the 5 fps video and use

a “binning-based” pre-processing approach. Specifically, given

that road monitoring cameras are not vertically positioned in

the sky but rather tilted towards the road as shown in Fig. 9, we

re-project the road to make a normalized rectangular grid of

the current road being monitored using the following equation.

By doing so, we sacrifice location accuracy’s fidelity, but such

errors can be improved by controlling the grid granularity.

Compared to Fig. 8 (a) where the raw points are plotted, in

Fig. 8 (b) we can see that by applying the 2D grid projection

the y-axis positions of the two vehicles start to merge together.

This merge means that the speed estimation (which is the same

for both vehicles) can be made more accurate.

The grids used in our scheme is projected based on the

following equation.
⎡
⎣
tix

′
i

tiy
′
i

ti

⎤
⎦ = map matrix ·

⎡
⎣
xi

yi
1

⎤
⎦ (1)

Here, ti is a constant and xi, yi are the original x and y

coordinates with x′
i, y

′
i being the corresponding coordinates

on the normalized grid (with a different view point). The

map matrix is a matrix that changes the reference point

of view when converting a set of points for different view

points based on the homogeneous matrix system [28]. We can

calculate map matrix through four coordinates that are to be

projected from the original image, and also using four coor-

dinates of where the original coordinates will be positioned

after the projection. We use the area of the road and select

four coordinates based on the traffic lanes. These four corner

coordinates are reflected to the projected image to extract

the full size of the original image. Once map matrix for a

specific image is obtained, the coordinates of the normalized

image can be calculated by putting the coordinates of the

original image into the aforementioned formula.

Such an approach allows us to design an algorithm that

is light-weight enough to run on embedded devices. Note

once more that the grid cell size will limit the accuracy of

both speed and lane change actions. Since reckless driving is

usually shown in the form of frequent change of lanes and
speeding, maintaining accuracy is important. We found from

our empirical studies that for a vehicle captured with a size

of 30x30 pixels can be well represented with a grid size of

40x40 for both 30 fps and 5 fps systems, and this value can

be easily adjusted on a per-deployment basis. While we will

discuss more in the evaluations, the resulting projection of a

vehicle’s movements are shown as Figs. 10, 11, and 12 in

our system. We use this information to extract a coordinates

as presented in Fig. 8 (b) and perform linear regression on this

data to extract the vehicle speed. We present an example of

such regression result in Fig. 13 for two video samples with a

vehicle operating at 30 km/h. While the regression results are

not identical, we see that this contains enough similarity to

make decisions on the “speed range” of the captured vehicles.

Furthermore, using the grid information, we not only use

the y-axis data for estimating speed, but we can exploit the

x-axis data to make estimations on lane change events, which

are both important for detecting reckless driving behaviors.

Since the criteria for reckless driving vary from country to

country, state to state, and even between the judgments of

the law-enforcement officers, we focus on detecting ‘unusual’

driving patterns rather than proposing a model for determining

the recklessness of vehicles.

Nevertheless, reckless driving detection should be able to

differentiate between “aggressive lane changes” and “normal

lane changes”. Therefore, we add in the concept of lane change

frequency and latency to capture how often and how fast the

vehicle changes lanes. In doing so, we gather many normal

driving activity samples and define the confidence region for

lane change (horizontal movement) variance. For input data

that are classified as outliers (e.g., higher than the 99.9%

confidence interval), we set these vehicles as potential reckless

driving samples, and compare the speed range of the vehicle

with the speed limit of the road.

V. EVALUATION

We evaluate our proposed system using two types of videos.

First, we use a set of videos for a real vehicle on the road.

This video mostly drives in a straight line, with varying speeds

while obeying the road regulations. Second, we use a set

of videos captured using a remote controlled vehicle on a

sample road-like condition. Given that reckless driving sample

videos cannot be self-captured without disobeying the road

regulations, we use a remote controlled vehicle to emulate

such situations. For both cases, the videos were captured at 30

fps and we uniformly down-sample the videos to create their

respective 5 fps versions. While there are openly available

roadside video samples, we use self-generated samples to

accurately know the ground-truth of all effects that occur on

the video. We use the NVIDIA Jetson TX2 eGPU as our

embedded platform for all experiments unless specified.
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(a) 30fps

(b) 5fps

Fig. 10. Driving straight example

(a) 30fps

(b) 5fps

Fig. 11. Smooth lane change example

(a) 30fps

(b) 5fps

Fig. 12. Reckless driving example

Fig. 13. Slope angle for extracting speeds from two sample video data.

Fig. 14. Sample video for real-world data.

Fig. 14 presents a scene of our real-world traffic collection.

The straight road in the figure is approximately 100 meters

long and we set the vehicle to cruise at 30, 40, 50, 60 and

70 km/h. The remote controlled car testing environment is

presented in Fig. 15. In this testing phase, we made sure

that the remote controlled car movements well-mimicked real

vehicles motions. Fortunately, given that the remote controlled

vehicle’s appearance is very similar to an actual vehicle, the

object detection accuracy from the YOLO model did not differ

for the real vehicle and the remote control vehicle.

Once the vehicle is projected on the grid, its speed can be

Fig. 15. Sample video for remote controlled vehicle data.

computed using the time duration and the y-axis grid trajec-

tories. Lane change can also be detected using the horizontal

(x-axis) movement of the vehicle. These two features together

allows our system to easily detect reckless driving behaviors.

Figs. 10, 11, 12 present examples of how the speed and lane

change information can be extracted from the grid created in

our system for three different data samples making different

types of movements: when the vehicle drives straight, when

changing lanes, and a sample of reckless driving, respectively.

While the target frame rate of our embedded system is 5

fps, we also present the results with 30 fps for performance

comparison purposes. The results in 30 fps are used as the

ground truth of the 5 fps system. If the path data on the

grid to be used for analysis is not sufficiently accumulated

by using low frame rates, it would be difficult to design a 5

fps video-based system. Therefore, we see the need to compare

the tracking results in 5 fps settings with that of 30 fps videos.

Note that in these three figures that the start and end points

slightly differ when comparing the two frame rates. This

difference is caused by the difference in the frame rate itself

given that the starting position will depend on the granularity

of the video. For example, in case of driving straight (Fig. 10),

470



Fig. 16. Slope angles (regression values) for each speed range of a vehicle.

Drive straight Lane change Reckless driving Total
0.81 0.80 0.72 0.78

TABLE I
CORRELATION COEFFICIENT BETWEEN 30 AND 5 FPS VIDEOS.

the position of the start frame is located at (7,0) in the 30 fps

sample, but in (7,1) for the 5 fps sample. Similarly, the end

points are (6, 11) for 30 fps but (6, 10) when using the 5

fps video. Nevertheless, the effect of such small differences

in detection points are diminished by the time differences that

the two videos possess.

In any case, the correlation between the two trajectories for

the three driving conditions are higher than 0.75. Nevertheless,

note that the correlation for the reckless driving case (Fig. 12)

is the lowest among the three. This is an effect of the 30 fps

video offering “too fine-grain” measurements. As a vehicle

makes turns, the heading direction changes along with the size

of the bounding box. This generates overlapping points at same

coordinates, causing differences with the 5 fps video.

Table I summarizes correlations between the results for

30 fps videos and 5 fps videos across all our test data.

These results, again, show that 5 fps is sufficient in reflecting

the details that 30 fps videos possess for analyzing vehicle

trajectory characteristics.

As discussed in Section IV, the speed estimation algorithm

uses the differences of the y-axis coordinates on the projected

2D grid. Using these coordinates, we extract the slope angle

when applying linear regression on the grid samples. We

evaluated how the grid coordinates can help estimate the speed

of a vehicle using a total of 15 videos consisting of five

samples for each speed between 30-70 km/h. Ideally, as we

test for increasing speeds, the slope of the linear regression

will become more steep. Since our goal is to estimate the

speed range to capture reckless driving activities, we used

speed ranges in steps of 10 km/h.

Fig. 16 presents the average of the regression values for

each speed range of a vehicle. Notice that when using raw

coordinates (center points) extracted from the 5 fps video,

the linear regression slope angle does not show a linear in-

crease despite the speed linearly increasing. Fortunately, when

applying the grid-based scheme to mitigate object detection

errors, we can see a linearly increasing slope as the vehicle

speeds increase linearly. This infers that our grid-based speed

estimation scheme can be an effective way of predicting

the vehicular speed. Unfortunately, due to the granularity in

controlling the vehicle speed in normal road conditions, we

Fig. 17. X-axis motion levels for all test data samples.

Fig. 18. The distribution of the movement level for each driving pattern.
Vertical line represents the cut off for reckless driving detection.

were not able to test for the speed in between the 10 km/h

steps. Nevertheless, the mean linear regression slope angles

and their standard deviations suggest that our scheme can

potentially achieve a finer granularity in speed estimation.

We note that the linear regression slope angles for detecting

speed will vary with camera installation height and angle,

and this can be done by adjusting threshold parameters in the

installation phase and is a one-time effort.

While the y-axis coordinates hint us in detecting the vehicle

speed, to detect reckless driving activities, the x-axis data

must be exploited to detect frequent and sudden lane changes.

Specifically, we focus on the amount of variation occurring

on the x-axis coordinates to for such predictions. In our

system, we calculate the x-axis variation as a string of changes

by measuring the amount of grid movement in the x-axis

compared to the previous frame. In other words, if the vehicle

is detected to have moved to the right by one column, we

add 1 to the variation string, and if it moved to the left by

two, we add -2. We then compute the variance of this string

of movements to quantify the level of vehicular horizontal

motions. This movement level is presented in Fig. 17.

In the case of straight-driving or a “smooth” lane change,

vehicles show low motion levels and the measurements are

distributed within a certain range (mean 0.33, stdev 0.15). On

the other hand, for reckless driving, a wider range of motions

occur. Again, as mentioned above, we classify reckless driving

motions as samples that show more than ±3.3σ (99.9%

confidence interval) of the normal driving vehicles. Fig. 18

presents how the samples can be clustered in the 2D space of
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Grid (px) TP FP FN TN Accuracy Precision Recall
20x20 12 8 0 15 77% 60% 100%
40x40 12 6 0 17 83% 67% 100%
60x60 12 3 0 20 91% 80% 100%

TABLE II
CONFUSION MATRIX OF ABNORMAL DRIVING CLASSIFICATION WITH

RESPECT TO THE GRID SIZE.

x- and y-axes motion levels and we also present the 99.9%

confidence interval for normal driving data. Quantitatively,

as Table II shows, the recall (detecting reckless vehicles as

reckless driving samples) is 100% regardless of grid sizes,

while the lower precision shows that there are some false

positives (normal vehicles as reckless driving samples).

We see this result better than missing the detection of

reckless driving behavior given our application characteristics

where, at the end of the day, the final decision on reckless

driving should be made by a professional law enforcement

personnel. Our system assists such decisions by reducing the

set size for the professionals to evaluate. As future work, we

plan to extend and improve our studies with more samples

to reduce the recall as a way to minimize the labor cost of

professionals that declare reckless driving behaviors.

VI. CONCLUSION

This work presented a camera-based embedded sensing sys-

tem for autonomously detecting reckless driving activities on

the road in real-time. Specifically, we exploited the capabilities

of the YOLO deep learning model and designed a system

that can operate on resource-limited embedded platforms by

combining a grid projection based approach with the SURF

algorithm. Using an implementation on the NVIDIA Jetson

TX2 embedded GPU platform, we show that even simple

classification methods can achieve a recall rate of 100% using

video clips collected from real roads and emulated settings. As

part of our future work we plan to perform a pilot deployment

of the system on real roads to accurately evaluate the system’s

performance under practical settings.
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