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ABSTRACT

CCS CONCEPTS

Recent advances in machine learning based data analytics are opening opportunities for designing effective clinical decision support
systems (CDSS) which can become the “third-eye” in the current
clinical procedures and diagnosis. However, common patient movements in hospital wards may lead to faulty measurements in physiological sensor readings, and training a CDSS from such noisy data
can cause misleading predictions, directly leading to potentially
dangerous clinical decisions. In this work, we present MediSense, a
system to sense, classify, and identify noise-causing motions and
activities that affect physiological signal when made by patients on
their hospital beds. Essentially, such a system can be considered
as “glasses" for the clinical third eye in correctly observing medical
data. MediSense combines wirelessly connected embedded platforms
for motion detection with physiological signal data collected from
patients to identify faulty physiological signal measurements and
filters such noisy data from being used in CDSS training or testing
datasets. We deploy our system in real intensive care units (ICUs),
and evaluate its performance from real patient traces collected at
these ICUs through a 4-month pilot study at the Ajou University
Hospital Trauma Center, a major hospital facility located in Suwon,
South Korea. Our results show that MediSense successfully classifies patient motions on the bed with >90% accuracy, shows 100%
reliability in determining the locations of beds within the ICU, and
each bed-attached sensor achieves a lifetime of more than 33 days,
which satisfies the application-level requirements suggested by our
clinical partners. Furthermore, a simple case-study with arrhythmia
patient data shows that MediSense can help improve the clinical
diagnosis accuracy.

• Networks → Sensor networks; • Applied computing → Health
care information systems;
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1

INTRODUCTION

Many urban clinical environments are overwhelmed with patients,
distracting caregivers (e.g., medical doctors and nurses) from providing unceasing high quality clinical services. Such circumstances
become even more critical in emergency hospital units such as
emergency rooms and trauma centers [14]. While patients at a clinical facility can receive urgent care when necessary, missing the
preambles of critical disease events can threaten the health status of
already-suffering patients. Fortunately, recent advances in data analytics and machine learning are providing opportunities for designing effective clinical decision support systems (CDSS) [8][10][17]
that can help resolve some of these issues by automating the detection of symptoms that caregivers may miss. While they cannot be
a full substitute of medical personnel, yet1 , results obtained from
such intelligent systems can assist important clinical decision making, acting as the “third eye” that focuses on patient care. These
intelligent systems are made possible by multiple modalities of data
that can be gathered from the hospital, including the electronic
medical record (EMR) containing information on patient diagnosis
and lab results, a biosignal data repository holding fine-grained
physiological signal data, and the picture archiving and communication system (PACS) data which serves as the repository for
medical images (e.g., endoscopy or CT images).
However, unlike many applications where inaccurate predictions
or error in the data can be treated simply as a “mistake”, clinical
applications represent one of the most accuracy-sensitive domains.
1 Some

recent research has shown promising possibilities to some extent [8].
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Figure 1: Pictorial view of our target deployment site. MediSense is deployed in three ICUs within the Ajou University
Hospital Trauma Center.

In the clinical domain, the consequences that can result from the
training and prediction using faulty data can be much more critical
than many other applications in which big-data based machine
learning algorithms are used. Therefore, it is important that a data
analytics-based clinical decision support system, empowered by
large clinical/medical datasets and machine learning algorithms,
are trained and utilized with proper, error-free data.
Unfortunately, and ironically, data collected from the hospitals
are known to be noisy [9][27]. For example, EMR data often include noise introduced by humans in which the caregivers fail to
input the precise times of events or make minor mistakes in the
recording process. On a more significant scale, the biosignal data,
or physiological signal data collected from a patient’s body, possess
errors due to domestic motion artifacts and inaccurate attachment
of on-body sensing units. Despite the efforts to gather and digitalize such medical/clinical data [10][17], the noise in the data points
challenge the designing of a CDSS effective enough for real-clinical
use. As a result, we are in a need of a system that (at the very least)
filters out such noisy samples from being used as inputs of a CDSS
training set. We argue that it is extremely dangerous to attempt
signal reconstruction [2][9][18] in order to counter the artifacts
given that this process would generate “fake” signals that clinical
experts cannot trust. Potentially, using a cleaner version of such
data (with noisy data filtered) may not only support the designing
of a reliable CDSS, but also facilitate interesting research in the
clinical sector.
The goal of this work is to design a system that addresses the
aforementioned challenges. To this end, we present MediSense,
which combines a gyroscope sensor with an embedded board wirelessly connected to a gateway and a server. MediSense collects
motion information at each patient-occupied bed and makes predictions on the types of motion made by the patient. The summary
of this motion information is sent to the server and later used to
filter corrupted (and time-synchronized) biosignal data. Our system
includes a localization scheme to identify which in-bed motion
sensor corresponds to which biosignal data stream, timestamping
to synchronize the motion data with biosignal data, and a routing
scheme to reliably deliver the motion classification data to the gateway. Furthermore, our system includes a quick-and-easy button
interface connected to the embedded board on the bed units as a
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way for clinical personnel to indicate different types of patient diagnosis activities without the need to reach a computer for including
information to the EMR. Combination of these hardware components and software modules to predict patient movement and assure
low-power operations allow MediSense to meet the requirements
suggested by our clinical partners.
As part of an Institutional Review Board (IRB) approved pilot
study, we deploy MediSense at the Ajou University hospital trauma
center, serving ∼180 patients monthly (c.f. Figure 1). Our deployment span over three intensive care unit (ICU) wards which include
30 beds, and combined with our biosignal capturing backend system, our overall deployment has been in operation for ∼9 months.
MediSense alone has been in operation for ∼4 months. During this
period, we have collected physiological signal data from 616 patients, which add up to 2.59 TB. Our results show that MediSense
successfully classifies patient motions on the bed with >90% accuracy, shows 100% reliability in determining the locations of the beds
within the ICU, and achieves a lifetime of more than 30 days, which
satisfies the application-level requirements suggested by our clinical partners. On a clinical application perspective, our case-study on
detecting patients with arrhythmia shows that MediSense can help
reduce mis-diagnosis by filtering out motion-affected physiological
signal.
Specifically, this paper makes the following contributions.
• Through an observational study made at an urban ICU, we identify common motions that patients make on their beds and examine their impact on the quality of physiological signal data.
• We design MediSense, an intelligent embedded wireless sensing
system for classifying patients’ motions on the beds for filtering
noisy physiological signal at the biosignal data repository.
• We evaluate MediSense using a 4-month (and continuing) pilot
deployment at ICUs at the Ajou University Hospital Trauma
Center. Through this process, we identify additional challenges,
and show the feasibility and applicability of MediSense.
The remainder of this paper is structured as follows. We first
motivate our work and state the problem in Section 2, and present
the main components of MediSense in Section 3. We then introduce
our motion sensor-based patient movement classifier in Section 4,
and discuss the complete MediSense architecture in Section 5. We
evaluate our system through a real deployment in Section 6, discuss
related work in Section 7, and conclude the work in Section 8.

2

MOTIVATION AND PROBLEM STATEMENT

Patients hospitalized in modern clinical environments are usually
connected to high-fidelity patient monitors to capture and monitor
their accurate physiological signal data. Clinical personnel rely on
this data (typically using short term record charts or the monitor
displaying real-time signals) to determine the current status of a
patient, and the values are periodically recorded to the patient’s
electronic medical record (EMR). However, this EMR recording
only occurs approximately once every hour or after an emergency
event occurs. Given the large number of patients that each clinical
personnel must take care of, it is difficult to assure that doctors or
nurses can well-monitor a patient’s status continuously [14].
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Figure 2: Sample ECG and plethysmograph signal traces collected from a real patient. The patient was mostly in stable
state, but the shaded portion represent the region when arm
waving gestures were made. Notice the changes in physiological signal patterns.

We computer scientists argue that computing systems can help.
By utilizing software that continuously analyzes a patient’s physiological signal data, computers can automate some of the routine
monitoring processes and provide clinical staff with the information
they might miss. Specifically, newly proposed machine learning /
deep learning algorithms are considered to have high potential for
serving such purposes. Once we gather a sufficient amount of data
from real patients, we can combine this information with the EMR
data and train the learning models to make predictions for target
events, which would enable us to design effective clinical decision
support systems (CDSS) for clinical staff to utilize.

2.1

Preliminary Studies

With such purpose in mind, we first collected real physiological
signal traces from patients at an ICU using the system and methods
that we will elaborate in Section 3.1. While analyzing the physiological signal data, we noticed irregular patterns in the signals.
As exemplified in Figure 2 where we plot the plethysmograph and
ECG signal traces of a patient over time, we noticed that parts of
the signal were noisy and corrupted (c.f., shaded region in Figure 2).
Deeper investigation into the data and visual observations made at
the ICU revealed that these were an impact of patient movements
on the ICU beds. Given that our deployment targets a trauma center, many patients go through a series of critical operations. Once
the patients wake up from anesthesia, patients very actively move
their body to express their pain. In addition to such post-anesthesia
movements, many patients experience seizure during their stay in
the ICU. Figure 2 reveals to be the physiological signal traces of a
patient making arm waving and body rotating gestures.
In order to design an effective prediction model for making
accurate estimations on a patient’s health status, it is of utmost
importance that we train the model with accurate data. While
the data with noise represent “real” data, different patients can
show different noise variations. Our surveys with medical doctors
indicate that when clinical staff observe noisy physiological signals,
they tend to observe the patient for longer periods after keeping
the patient still before making a clinical decision. This suggests that
even clinical staff rely on physiological signals collected during a
“calm state”, and suggests the need for filtering out such noisy data
from the CDSS training set.
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As part of our preliminary data collection and system performance analysis, we also made efforts to tag physiological signals
with clinical events marked in the EMR as the ground truth of patient outcomes. Operationally, when a doctor notices that a patient
is in an urgent state, she will perform necessary treatments and
(most likely) later record this information in the EMR. While this
record includes the time at which the event was detected, human
errors (in the order of few minutes) are common given that many
medical events in a trauma center are urgent and do not allow
doctors to accurately record the exact time of event occurrence.
This can cause problems in the training data as well. Given that
human errors can cause a training dataset to include inconsistent
information, it is important that we capture the exact times of when
a target medical / clinical event occurs.
Overall, our experiences from the initial data collection phase
revealed interesting challenges and tasks, which include the filtering
of noisy physiological signal data and the elimination (or reduction)
of human errors in the ground truth recording process. Based on
this study, we aim to identify when and how patients move on their
beds, and alert the data collection server to closely examine and
eliminate noisy physiological signal data from being part of the
clinical learning system training set.

2.2

System Requirements

Based on the experiences from our preliminary study and an oral
survey conducted with eight clinical caregivers (two medical doctors and six nurses) in an urban trauma center, we outline some of
the core requirements that a system for supporting clinical databased machine learning systems should satisfy. Specifically, the
survey includes questions that cover the need for motion classification, management challenges of externally installed devices,
security concerns and issues that we should consider for device
deployment.
• High Reliability: The system should be able to deliver and
gather physiological signal data and related metadata with high
reliability in terms of both data yield (network reliability) and
also data quality (noise and artifacts).
• Motion Classification & Physiological Signal Correlation:
Patients may perform different types of motions on the ICU bed
and these need to be distinguished because, depending on the
parts of the body the patients move, different physiological signal
modalities can be impacted.
• Minimal Impact on Clinical Protocols: A trauma center, as
well as many other clinical environments, have their own “protocols” to obey. It is important that our system does not interfere
with the clinical protocols being performed in the hospital. Clinical staff interaction with the system should be minimal, and
wires should not interfere with the clinical procedures. In addition, the recharging of the devices should happen infrequently;
thus, devices should maintain a low-power profile.
• Preserving Original Physiological Signals: Despite introducing clinical staff to state-of-the-art signal reconstruction techniques [9][18], they insisted that absolutely no modification
should be done to the original data. Clinical staff preferred to
have a dataset with time ranges of when patient’s performed
specific motions to “eliminate” data, but were pessimistic on
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monitors (e.g., ECG, plethysmograph, SpO2 , heartrate, respiration,
etc.) and also to periodically fetch the EMR of associated patients.
All patient monitors are connected to a switch installed within
each ICU via wired Ethernet, and the switch redirects traffic to a
central backend server for storage and future processing. With this
system, the physiological signals from all patients admitted to ICU
beds are collected and stored in our data repository. At the point of
writing, this deployment is active and has been active for 9 months,
summing up to 2.59 TB of biosignal data collected from 616 patients.
The initial purpose of this system was to enable clinical research
using a large-sized physiological signal data repository.

3.2
Hardware Components

So@ware Subsystems

Figure 3: Main components our overall system including the
biosignal repository and MediSense.
the concept of producing and substituting noisy samples with
“scientifically-emulated” data for reconstruction.
The goal of this study is to provide a well-operating base system for designing a clinical data-based learning system that can
reduce misdiagnosis. The system we propose and evaluate in the
following sections, MediSense, targets to increase the reliability of
remotely collected physiological data by filtering out noisy signals, and improve ground truth data quality using a combination of
small-sized motion sensors, embedded platforms, and low-power
wireless radios.

3

MAIN SYSTEM COMPONENTS

Before going into the details of our motion sensing, classifier design,
and system architecture, in this section, we first present the main
hardware components of our system. We introduce the backend
physiological signal data collection system at our trauma center
deployment, what hardware components and devices are used in
MediSense, and discuss how MediSense interacts with the physiological data collection backend to accurately classify patient movements
for noisy physiological signal data filtering.

3.1

Biosignal Repository

With the goal and system requirements in Section 2 in mind, we
first designed a physiological signal data collection system to gather
patient’s biosignal data effectively. This serves as the backend of
MediSense. Instead of attaching additional physiological signal sensing equipments to patients, or tamper with the hospital’s main
database, we interface our backend server directly to the “at-bed”
patient monitors already being used in clinical environments. Our
system is developed to diretly dump data from patient monitors
manufactured by Philips [15] and Nihon Kohden [20], which are the
two major types used at our target hospital. We installed our system in three ICUs of the hospital’s trauma center (named TICU-A,
TICU-B, TICU-C), and this deployment currently covers a total of
30 beds, 10 in each ICU. We use the backend server to store the
raw physiological signal data collected from these at-bed patient

Hardware Platforms in MediSense

To interconnect with the aforementioned biosignal repository and
to offer an additional sensing modality on patient motions, we
design MediSense. MediSense consists of three types of hardware
platforms; in-bed sensor nodes, localization-beacon nodes, and a
gateway as illustrated in Figure 3. The sensing platforms, beacon
nodes, and gateway are all designed using an Atmel SAM R21
XPlained board, which is an SoC of a ARM Cortex-M0+ MCU and
an IEEE 802.15.4 radio [4]. We select to construct an independent
network of IEEE 802.15.4 radios (rather than using the hospital’s
WiFi network) given that the hospital’s WiFi was not fully reliable
and we wanted to achieve a low-power profile for our battery
powered bed-sensing platforms. The floor plan of one of our target
deployment site, TICU-A, and the main components of our system
are depicted in Figure 4. Note that this is an abstract view, and is
rather compressed and miniaturized. In addition to these devices,
the environment is full of mobile persons and medical devices that
negatively impact our device connectivity.
3.2.1 In-Bed Sensor Node. An embedded sensing platform is
installed under each ICU bed and attached to a gyroscope sensor
in the bed for patient motion detection. This is shown as in-bed
sensor nodes in Figure 4. Given that these beds are often moved
and re-positioned to different locations within the ICU (or moved
to operation rooms), we power each device using a rechargeable
Li-Ion 12,800 mAh battery. Using IEEE 802.15.4-based radios, these
embedded platforms report data on patient motions to a gateway
node located within the same ICU, but connected via Ethernet to
the biosignal collection server. Note that the choice of using batteries and wireless radios was due to our constraints of minimizing
the impact on the hospital’s treatment protocols. Any wired connection required additional tasks for the clinical personnel, which
was unwanted in our application. We detail the networking and
systematic protocols to overcome the unique challenges of a clinical
environment in Section 5.
Furthermore, this board is also wired with two buttons positioned
at each sides of the bed, serving as a simple interface for clinical staff
to communicate with the server. Specifically, MediSense provides
clinical staff with a set of button pressing patterns representing
different types of events. For example, if the button is pressed for ∼2
seconds, it indicates that a noticeable clinical event is detected, and
three short presses alerts the MediSense management staff to check
on the system. While system-alerts are directly sent to the managing
team, clinical events are later mapped with the EMR to identify the
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Figure 4: Floor plan of our target deployment site, the Ajou University Hospital Trauma Center, and the main components in
our system. This is an abstract view, and is rather compressed and miniaturized. Vast amount of medical devices present in
the room to focus on our MediSense.
events. This feature is useful in capturing accurate “ground truth
timing" for clinical events correlated with physiological signals.
3.2.2 Location-Beacon Node. Second type of hardware in
MediSense is the backbone “location-beacon node”. As shown in
Figure 4, we placed one location-beacon node adjacent to a bedside monitor2 . Mounted at the walls above each of the bed’s head
location, the beacon node takes two major roles. One is, as its name
implies, localization for the sensor nodes. Since the ICU beds are
portable and can be positioned at different locations within the ICU
(or even outside the ICU), the beacon nodes are used to provide
ground truth proximity information for the in-bed sensor nodes. In
addition, these beacons are also used for packet routing. If the bedinstalled sensing platform fails to deliver messages to the gateway,
the message is forwarded to the associated beacon node, which
forms a wall-powered backbone network to relay packets to the
gateway. Details of these operations will be discussed in Section 5.
3.2.3 Gateway. Finally, the third hardware component is a
gateway device installed at each of the three ICUs. Specifically, one
gateway node is installed within each ICU and is wired to a Ethernet
switch that aggregates all the physiological signals from the patient
monitors in the ICU. The data is forwarded to the gateway and then
the switch, and is finally collected at the physiological signal data
collection backend server for further processing (e.g., data filtering).
2

Figure 4 shows the location-beacon nodes to be on top of the bed-side monitors, but
it is actually placed below and behind where a bed would locate, if any, to be hidden
from the patients. This was requested by the medical staff.

4

PATIENT MOTION CLASSIFICATION

In this section, we discuss the motion sensor data based patient
motion classifier. This classifier is used to identify what parts of the
physiological signal data should be filtered based on the motions
that patients make on their beds.

4.1

Physiological Signal Noise-causing Motions

While lab settings can provide a controlled environment with clean
data, given that our data is collected in a non-controlled environment with real patients, noise caused from natural patient movements are inevitable. To well-understand and accurately classify
the types of movements a patient can make within an ICU bed, we
conducted an observational study over the course of two weeks to
monitor the motion activities that occur at 10 ICU beds. Table 1
summarizes the five major types of motions and their occurrences
that we observed from this study. The most common motion we
observed was arm waving. This happened most often when a patient wanted to call the clinical staff for issues such as to express
their willingness to expectorate phlegm.
Based on our observational study and clinical staff survey, we
design our embedded computing platform to capture motion data
and focus on detecting and classifying the current state of patient
movement for four different types of motions: (1) lying still, (2) arm
waving, (3) body rotating, and (4) body shaking. Clinically, these
motions correlate to changes in physiological signal data such as
the plethysmograph, electrocardiograph (ECG), and respiration
patterns. While patients are capable of making a diverse set of
motions, our observational study suggests that these four have the
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Motion Type
Head Motion
Arm Motion
Full Body Motion
Chest Motion
Leg Motion

Occurrences/day/bed
56
264
176
112
112

Percentage (%)
7.77
36.66
24.44
15.56
15.56

Table 1: Results from two-week observational study on the
types of motions that patients make on their beds.

LOCATION-BEACON NODE

1

BED-SIDE MONITOR

2
3

IN-BED SENSOR NODE

4

GYROSCOPE SENSOR

Figure 5: Embedded sensing platform, the in-bed motion
sensor, installed on ICU beds, along with a location-beacon
node and bed-side physiological monitor.

highest impact on the core physiological data used in the clinical
routine. Once the board classifies the motions, the summary of
recent activities are sent to the gateway.

4.2

Sensor Selection and Configuration

For the motion sensors, we chose to use a 3-axis gyroscope. In our
preliminary studies, we have tried using both 3-axis accelerometers
and gyroscopes. However, we found that accelerometers were too
sensitive to movements of the bed itself other than patient motion,
and they did not provide additional information compared to the
gyroscope alone. Furthermore, while we omit details due to the
lack of space, we noticed that the gyroscope data provided us with
a more correlated set of measurements over multiple test datasets.
Thus, we chose to focus on using gyroscope data for detecting
patient movements.
After selecting the sensor, the first challenge we faced was on
deciding the installation location of the gyroscope sensor on the
bed. Given the characteristics of a trauma center, there were high
chances of beds being flooded with blood, which would interrupt or
hinder the continuous operation of MediSense and also potentially
cause dangerous situations. Based on suggestions from clinical staff,
we decided to install the devices under the air-mattress of the bed.
While such positioning sacrificed the detection of some detailed
patient movements, the position was safe enough to protect patients
(and our devices) from potential electric shock.
The next question was to identify at what position below the
air-mattress to install the gyroscope. For this, we took an empirical
approach by capturing gyroscope readings at various locations. As
the circled numbers in Figure 5 show, we captured gyroscope readings at four different locations. Given that the majority of patient
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monitor sensors are attached to a patient’s upper body and the motions that affect their physiological signal readings were focused on
the arms and chest, we easily removed sensor position 4 (hips) from
our candidates. Using the three remaining locations, we performed
a series of controlled experiments where six “fake patients” (e.g.,
study volunteers) lie on the bed and mimic the four actions discussed in our observational study. A total of 22 independent streams
of data samples were collected in this controlled setting. Note that
these six patients were selected to represent patients of different
weight groups, which have high impact on the motion-sensor patterns. Through such an empirical process, we identified that the
readings from the gyroscope showed distinguishable patterns (for
different movements) when installed at position 3 (waist). We note
that prior to our experiments, we intuitively thought that the shoulder position would be a suitable location for our sensor. However,
we noticed high amplitudes in the gyroscope readings when the
patient made arm-related movements, while other motions were
nullified; making it difficult to distinguish different patient motions.
Furthermore, we noticed that most patient movements on the bed
involve motions on the gravitational axis (Z-axis in our data); thus,
despite using a 3-axis gyroscope, we focus on the Z-axis readings
for the remainder of this work. We note that a systematic empirical
study, revealed that the classification accuracy increases by ∼10%
when using the Z-axis data compared to the other measurements.
This helps our sensor data processing component on the embedded
computing platform to operate with minimal memory overhead
and speeds up the classification process.
To make sure that we maximize the lifetime of the batterypowered embedded platforms, we design algorithms to make predictions on the patient movement “on-the-board" rather than exporting
raw data points over the wireless radio. The following sections detail the process of detecting such different types of movements on
the bed. We develop our motion classifier using samples acquired
through preliminary studies conducted with six healthy volunteers
simulating different (common) patient movements in an ICU bed.
We made sure that our experimental procedures minimally impacted the everyday operations within the trauma center through
proper authorization processes required in the ICU.

4.3

Peak Detection & Classification

Classifier of MediSense is designed to be simple rather than unique.
We designed a low complexity algorithm for embedded platforms
that is partially based on ideas from previous work [11][7][25]. Figure 6(a) presents a sample raw trace collected from the gyroscope’s
Z-axis in our controlled experiments. The alphabets in the figure
represent the different types motions we asked the study participants to perform. Specifically, compared to the four motions we
target to detect, we show finer-grained motions as the following:
patient on the bed stays still (region a), waves one arm (region b left arm, c - right arm), waves two arms (region d), slowly rotates
body (region e), quickly rotates body (region f ), and shakes body
actively (region g). From the figure we can make an intuitive decision that motions (e), (f) and (g) are visually distinguishable from
the other cases. Nevertheless, due to the noise introduced by the
sensors itself, we found the need for a low-pass filter to effectively
capture arm gesture movements (e.g., cases b, c and d). We note
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Figure 7: Peaks detected for our controlled data set.

(a) Raw values

(a)

(a)

(e)

(f)

(g)

(b) Low-pass filtered

Figure 6: Raw and Low-pass filtered gyroscope Z-axis data.
again that our embedded platform is resource-limited; thus, a complicated classifier is unsuitable. Another purpose for the low-pass
filter is to reduce the computational complexity for classification
operations. For this, we apply an exponentially weighted moving
average (EWMA) filter to the raw data.
st = α · x t + (1 − α) · st −1 , t > 0, s 0 = x 0
Here, x t is the data sample collected at time t, and we set the
smoothing factor α as 0.01 through empirical optimization on the
preliminary data we collected (details omitted due to lack of space).
As we see in Figure 6(b), the EWMA filter allows us to successfully,
at least visually, differentiate case (a) with (b), (c) and (d), while still
allowing us to detect (e), (f), and (g).
Using the low-pass filtered gyroscope sensor samples, MediSense
targets to distinguish different motions using ‘peak detection’ given
its simplicity in capturing important characteristics in a time-series
data [23]. Specifically, our peak detection algorithm on the incoming
data operates as follows. As the embedded platform gathers sensing
data, we configure n samples as a block of data samples (n=10 used
in our current design to maintain a low memory usage profile) and
select the points within the data block that have the maximum and
minimum values. Note that not all maximum and minimum values
are set as high and low peaks. Rather, we declare peaks only when
these min/max values and the most recently detected peak show
differences of more than threshold Th ∆ . Instead of selecting a fixed
Th ∆ , we allow the threshold to change adaptively with respect to
the previous data samples. Adopting ideas from previous work in
analyzing ECG signals [3][22], we configure our adaptive Th ∆ as
the following.
Th ∆(t ) = β · γ · st + (1 − β) · Th ∆(t −1)
where, similar to the parameter α above, we empirically select
β=0.05 and γ =0.1 using parameter optimization on our data set.
As a result, while small amounts of motions will not affect Th ∆ ,
motions with high levels of activity will generate enough amplitude
in the data to modify Th ∆ . While being adaptive to the incoming

Sequence Number

Figure 8: Peak time-distance scatter plots from gyroscope
data for different patient motion activities.
data, we make sure that Th ∆ also has a lower-bound configured
to a value referenced to the amplitude differences observed when
there is no moving activity on the bed.
As more sensing data is gathered, the block continuously moves
towards the most recent measurements and computes a new minimum and maximum value. If the minimum and maximum values
of the current block is larger or smaller than that of the previous
data block, respectively, the minimum or maximum values of the
previous block is marked as a lower or upper peak, again, respectively. The dots in Figure 7 presents the high and low peaks detected
using our scheme for the gyroscope readings after the EWMA. For
motion classification, our scheme declares an activity classification
window duration of T , which presents a time duration for detecting
activities. If no peaks are detected within T , MediSense classifies
the patient activity within this window as “Patient Still”.
Once MediSense detects peaks in the data, it computes the timedistance between the peaks (time elapsed since the detection of
the most recent peak). We noticed from our experiments that body
shaking movements showed noticeably low variations in the peak
time-distances (c.f., region (g) in Figure 8). If the variance of peak
time-distances within T is less than Vmin , we classify the current
motion activity as “Body Shaking”.
In the case where samples in T show peaks, but their peak timedistance variances exceed Vmin , MediSense moves to the next phase
of its classification scheme, in which we examine the incoming
signal’s amplitude. Here, MediSense selects an appropriate fluctuation amplitude N f to distinguish between “Arm Waving” and “Body
Rotation” states. Given that the gyroscope is installed at the waist
position of a patient, the amplitude of incoming signal fluctuation
is noticeably larger for the “Body Rotation” activities compared to
arm gestures. Based on reviewing samples collected from volunteers in our controlled experiments (adults ranging 50-102 kg), we
noticed that a fluctuation amplitude of N f = 30 was suitable for
distinguishing the two motions. Therefore, within window T , if the
average signal amplitude of the signals are < N f , our algorithm
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Figure 10: Time-series of a patient’s ECG, plethysmograph
and gyroscope readings with different motions.

Figure 9: Accuracy and recall for our motion classification
scheme with varying gyroscope sampling rates.

classifies a window activity as “Arm Waving”, else, as “Body Rotation”. Note that our algorithm in its current state cannot distinguish
between detailed actions within the four target motion states, but
the four-stage classification is currently sufficient enough for our
application goals. We also point out that for our evaluations, we
select system parameters such as T , N f , Vmin experimentally, and
leave parameter generalization as part of our future work.

4.4

Filter Evaluations

We evaluate our motion classifier using patient data collected over
a 2-month preliminary pilot study at our target ICU prior to our
actual deployment. Through this pilot study, we collected both
motion sensor data and physiological signal samples from a total of
20 individuals summing up to ∼500 minutes of data. For evaluating
the classification performance, we use only the data that we have
ground truth for (collected via manual time recordings), which
leaves us with data from 12 individuals (i.e., ∼370 minutes of data).
4.4.1 Impact on Sampling Rate. Through experimental analysis,
we show the impact of gyroscope sampling rate on the detection
performance. Figure 9 plots the accuracy and recall with respect
to different sampling rates of the gyroscope sensor. Intuitively,
we can acquire better performance with higher sampling rates.
However, as the sampling rate exceeds 300 Hz, we see a decrease
in performance. This degradation is mainly due to the gyroscope
reacting too sensitive towards small vibrations. We can also see
from Figure 9 that the classification performance for 150 Hz and
200 Hz are almost identical, both achieving an average accuracy of
>90%. While the difference in power consumption was similar for
150 Hz and 200 Hz, we select to configure MediSense’s embedded
platforms to sample their gyroscopes at 150 Hz to balance the
tradeoff between the accuracy and the memory and processing
overhead on the devices.
4.4.2 Application-level Evaluation. We plot a sample time-series
of a patient’s ECG, plethysmograph and EWMA-passed gyroscope

Stay Still
Arm Wave
Body Rotate
Body Shake

TP
17.7%
43.8%
21.1%
7.3%

FP
3.9%
6.7%
4.1%
2.3%

FN
5.8%
5.1%
4.7%
1.4%

TN
72.6%
44.3%
70.1%
89.0%

Accuracy
90.3%
88.1%
91.2%
96.2%

Precision
81.9%
86.7%
83.8%
75.5%

Recall
75.5%
89.5%
81.6%
83.5%

Table 2: Motion classification results from 370 min. dataset.

readings in Figure 10. Within this time frame, as the figure’s text
states, the target subject (i.e., patient) moved his right arm (e.g.,
arm with plethysmograph sensor and close to the ECG sensor on
the chest), shook his body in pain, waved both arms, rotated (or
rolled) his body on the bed multiple times, and came to a calm
state as the clinical staff reached him. Furthermore in this figure,
we show regions of where our filter failed in detecting the ground
truth state of the patient. Note that our filter was very successful
in detecting the states while the patient was moving. The failed
classification was in the initial states of the patient being still. We
present these physiological signal traces and filtering results to
show how motions classified through our scheme can be used as
pointers for identifying noisy physiological signals.
As we present in Table 2, when computing over the full dataset
with ground truth values, the motion classification algorithm of
MediSense shows an average accuracy of 91.37% and a recall of
∼80%. While not perfect, we see this as a promising level of accuracy. Nevertheless, we point out that the recall value of the “patient
still” state is relatively low: meaning that MediSense classifies motions, despite when the patient is stable. This is mainly due to the
gyroscope readings fluctuating while Th ∆ is set low, and a peak is
detected. To address these current limitations we plan to improve
our adaptive threshold adjustment scheme with more patient data.

5

SYSTEM ARCHITECTURE OF MEDISENSE

We now discuss the overall system architecture and software subsystems consisting MediSense. We discuss how MediSense maps
each in-bed sensor to a patient monitor, how the physiological signal and motion data streams are aligned in time, and how motion
data is delivered from each in-bed sensor to the server to accurately
classify patient movements for noisy physiological signal filtering.
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Figure 11: RSSI summaries collected by nodes positioned
at each bed location in the ICU (c.f., Figure 4) for packets
transmitted from the gateway. The similarity in RSSI and
high variations suggest that using well-known localization
schemes such as RSSI finger-printing will not be suitable.

5.1

Device-to-Bed Localization

The main purpose of our system is to filter out noisy physiological
sensor measurements due to patient motion on the beds. Former
comes from the bed-side patient monitors, and the latter from inbed motion sensors. Thus to do this, we must first identify which
in-bed sensor corresponds to which bed-side monitor given the fact
that beds can move in and out of, or relocate within, the ICU. One
simplifying aspect to this problem is that the number of bed-side
patient monitors (i.e., the possible locations for the beds) are fixed
and static, there can be at most one bed at each monitor, and a bed is
always closely located adjacent to a monitor when a patient on the
bed is being monitored. When a bed is outside of the ICU or mobile,
it need not be localized since there is no patient monitor data to
correlate with. Therefore, the localization problem is reduced to
finding the closest bed-side monitor from the in-bed sensor.
As depicted in Figure 4 and explained in Section 3.2.2, we placed
one location-beacon node next to each bed-side monitor. In our
preliminary studies, we have explored and investigated the use
of various localization schemes such as RSSI-based trilateralization [21], triangulation [28], and RSSI finger-printing [16] using
these location-beacon nodes. However, as can be seen in Figure 11,
RSSI readings (4 Hz interval) at several locations within the ICU
varies significantly over time and space to render these attempts
useless. For this reason, and by utilizing the fact that a bed is always
closely located adjacent to a monitor when a patient on the bed
is being monitored, we adopted a simple ‘strongest-RSSI’ scheme
where each in-bed sensor node will locate and identify itself with
the location-beacon node from which it had received a beacon
packet with the strongest RSSI. More specifically, each locationbeacon node will transmit a beacon packet with its ID every 1.5
seconds. When an in-bed sensor node receives these beacon packets, it records the ID of the location-beacon with the strongest RSSI
above a pre-determined threshold ThRSSI . Then, if the same locationbeacon remains the strongest for contiguous 60 seconds without
having a new strongest beacon, then the in-bed sensor node determines that this location-beacon is the one at the closest bed-side
monitor and locates itself at the IDth location by identifying itself
as the ID number provided by the beacon. On the other hand, if the
location-beacon from which it had received a packet with strongest
RSSI changes within 60 seconds, or if it does not receive beacon
packets with RSSI greater than ThRSSI it restarts the localization
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Figure 12: CDF using a 24 hour trace from all in-bed sensors
on the number of additional transmissions needed to transmit a packet to the gateway if the first transmission fails.

process. We note that MediSense takes average samples of RSSI to
avoid the impact of instantaneous RSSI measurement peaks that
neighboring nodes may generate which can lead to infinite loops in
the localization process. This simple scheme was able to correctly
locate all in-bed sensor nodes with the bed-side monitors, with
100% accuracy, and also exclude all mobile beds since the mobile
routes are sufficiently far away enough to not be located.
We note that timing parameters in the localization scheme are
selected as a result of data collected from an observational study, in
which we manually logged the duration of how long each patient
bed preparation took after operations or medical examinations.
Specifically, when a patient’s bed first arrives at the ICU after the
initial operation, the average time required for the clinical staff to
move the bed to the correct location, prepare the bed, and attach
proper sensors to the patient was ∼31 minutes. For medical examinations throughout a patient’s stay in the ICU, this process took ∼6
minutes on average. Therefore, we target our localization scheme
to make a decision on the bed location within this time frame.

5.2

Routing

The design goal of our routing system in MediSense is that it should
be simple enough to be implemented on embedded platforms while
being robust, scalable, reliable, and practical. The routing system
must find a path from an in-bed sensor node to the gateway as long
as the bed is in the ICU, have low latency for better time synchronization, and routing state on the sensor nodes should be minimal
and constant. Most importantly, it should achieve high packet delivery reliability and work effectively in the mission-critical ICU.
To satisfy all of these requirements, we designed a simple routing
environment that combines “best-effort single-hop” delivery along
with “beacon-as-backbone” routing.We note that a solid WiFi connection may help ease the routing process of packets generated
at the patient beds. However, this may not always be available,
and our ICU’s WiFi is already used for many clinical systems. To
avoid colliding with these systems in any way, we designed the
aforementioned routing scheme for our pilot studies.
The first part, “best-effort single-hop”, is a simple 1-hop transmission. An in-bed sensor node will attempt to transmit directly to the
gateway in 1-hop as long as it is within reach. When experiencing
packet loss (if it fails to receive an ACK from the gateway), the
in-bed sensor node will retransmit the packet at the link layer up to
four times. For selecting this maximum retransmission threshold,
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we performed an experiment within the target ICU, and in Figure 12
we plot the CDF of the number of additional transmission attempts
made by each node to successfully deliver its packets to the gateway
when the first transmission attempt fails. The samples used for this
plot were collected over 24 hours for all 10 nodes in a single ICU.
However, if an in-bed sensor node is unable to deliver its packets
to the gateway in 1-hop within four retransmissions, then it will
fall-back to the second strategy, the “beacon-as-backbone” scheme,
where it uses the location-beacon nodes in the ICU to relay packets
to the gateway. That is, the in-bed sensor will act as a leaf node and
select a location-beacon node to delegate the packet delivery, and
the location-beacon nodes will form a routing backbone to deliver
packets to the gateway over multihop, if needed.
The design choice of utilizing location-beacon nodes for multihop routing instead of the in-bed motion sensor nodes comes
from three major reasons. First, the in-bed sensor nodes are already
performing various computation for sensor data processing and
motion classification, whereas the location-beacon nodes are lightly
loaded with minimal functionality. Thus, we wanted to distribute
the load. Second, location-beacon nodes are statically located within
the ICU while in-bed sensor nodes are potentially mobile. Using
the location-beacon nodes provides more static and robust routing paths, whereas using the mobile nodes will inevitably demand
energy overhead vs. responsiveness trade-off in the routing protocol. Lastly, since location-beacon nodes are statically located near
the bedside monitors of each bed, they can be wall-powered while
the motion sensing platforms on the (potentially) mobile beds are
battery-operated. As a result, the location-beacon nodes are relatively free from energy constraints and provide opportunity for a
responsive and proactive routing backbone.
Location-beacon nodes form a routing tree towards the gateway
using a simple MultihopRSSI routing protocol [13], which uses
RSSI as the primary link metric for selecting routing parents and
shortest hop-count for the path metric. We chose this over other
more advanced routing protocols such as CTP [12] or RPL [29]
because it is simple, consumes less memory and computation, and
reliable enough as long as RSSI is above a certain threshold [26].

5.3

Time Synchronization

To filter noisy physiological signal measurements due to patient
motion on the beds, we not only need to identify which in-bed
sensor corresponds to which bed-side monitor and classify the respective motions, but also need to align the two data points in time.
Specifically, given that motion data is collected on MediSense’s
embedded platform and physiological data is gathered through
a separate interface, time synchronization between the two data
points becomes an important issue. However, since we are not correlating the two data streams directly, but only filtering out small
portions of the physiological signal data from being used as clinical
learning systems’ training sets, we do not require very tight time
synchronization. For such application purposes, a sub-second accuracy would suffice. For this reason, we choose a simple approach
where we time-stamp the in-bed sensor data at the gateway using
the reception time. For this, MediSense makes two compensations.
Since the in-bed sensor nodes transmit sensor data in batches of
five samples, and since it may buffer the samples before they are
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transmitted, we calculate the offset between the time of the first
sample in the packet and the time when it is transmitted, and subtract the offset. Furthermore, if a packet has been retransmitted
several times, or if the packet has travelled over multiple hops (via
beacon-as-backbone routing), we estimate the latency by multiplying the number of transmissions with the average transmission
time of a single packet and subtract this latency. We note that the
information on packet retransmissions or backbone network usage
is included in the message headers. Overall, the latencies of packets,
either due to retransmissions, multihop or buffering, are less than
a second in most cases; thus, time-stamping at the gateway serves
sufficient for our purpose.

5.4

Power and Energy

On the application level, a core challenge that MediSense faces is
the fact that nodes are deployed in real clinical settings; therefore,
system engineers cannot freely access components in the system for
issues such as battery recharging. As a result, despite conducting
a number of computationally heavy tasks, it is important that the
nodes (especially the battery powered in-bed sensors) maintain
a sufficient enough life cycle. Specifically, the clinical staff at our
deployment site suggested that we try to keep the recharge cycle
to at least one month and manage a few additional days of buffer
to make sure that the patients are discharged prior to any system
management-related operations. Based on this requirement, we
target the lifetime of the in-bed sensors to 33 days, and design its
radio duty cycling protocol and peripheral management schemes
with respect to this target goal.
While this is a challenging goal, on the positive side, the simplicity of our networking protocols allow the in-bed sensors to very
aggressively duty-cycle their radios. In MediSense, since there is no
two-way traffic (other than link-layer ACKs) and in-bed sensors are
considered as leaf nodes, the radio is turned on only when transmitting a packet, resulting in a 0.92% radio duty cycle. In the ideal
case with no packet retransmissions, the in-bed sensor consumes
an average of 15.46 mA. With a 12,800 mAh rechargable battery
attached, this translates to 34.50 days of continuous operation.

6

EVALUATION

As part of a fully functional deployment, we deployed MediSense in
all 30 ICU beds within a university hospital trauma center. The deployment process took ∼3 months to finalize, given that we started
with a small pilot study of three beds to validate the effectiveness
of each component aforementioned.

6.1

Motion Classification and Data Filtering

Using the in-bed sensors that were in operation for more than 30
days, we present statistics on the motion classification. Unfortunately, given that camera recordings were not authorized as part of
our IRB, we cannot measure the accuracy of our proposed algorithm
as in Section 4 with controlled experiments.
We observed an average of 375 motion events per day, where
91.51% were arm waving, 7.66% were body rotation and the last
0.83% were body shaking activities. Given that we remove biosignals that are within ±10 seconds of the detected event, we removed
an average of 2.417% of the entire physiological dataset collected
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Figure 13: RSSI values captured for associated and neighboring location-beacon nodes. These are traces captured from
in-bed sensor at location 4.

as preliminary evidence that our RSSI-based localization scheme
could suffice for operating in our target environment. Given that
the ICU beds are crowdly positioned (i.e., ∼1 meter apart) in our
case, this difference in RSSI will be even more significant in less
crowded ICU environments.
Next, we examine how the in-bed sensor observes RSSI values
when it is mobile, specifically when it enters the ICU and “parks”
at location 2 as illustrated in Figure 14. Figure 15 presents traces of
the RSSI values observed by a mobile in-bed sensor for all locationbeacons in the ICU while following the path in Figure 14. When a
bed is mobile, the RSSI levels do not exceed the detection threshold,
and once exceeding Th RSS I near location 2 (c.f., the ‘enter’ state in
location 2 plots of Figure 15), MediSense makes a system-level decision on the bed’s location. The observed localization latency was
∼60 seconds, which satisfies our application requirements of properly recognizing the bed location prior to the clinical preparation
protocols finishing (e.g., ∼6 mins as discussed in Sec. 5.1).
Overall, based on ground-truth information from the EMR and
nurse reports, MediSense was able to correctly locate all in-bed
sensor nodes with the bed-side monitors with 100% accuracy, and
also exclude all mobile beds from being associated with a patient
monitor without any false positives.

MOBILE BED

6.3

Figure 14: Illustration of a mobile bed entering the ICU and
being positioned at location 2.

each day. Samples collected from the patient with the most amount
of movements experienced a total of 3,641 events over the duration of 9.71 days, and 5.6 hours of the patient’s physiological data
points were removed and marked as motion-caused noise. Higher
percentage of arm motions compared to our observational study
is due to the fact that MediSense outputs results every 5 seconds
continuously; thus, a continuous arm motion would count as 1
occurrence in our observational study while the same motion is
detected over many samples in MediSense. We note that, while out
of the scope of this work, our target application using these physiological signal information is in predicting sepsis occurrences in the
trauma center. We plan to evaluate the impact of this data filtering
(on an application perspective) as part of future work.

6.2

Bed Localization Performance

We now evaluate the performance of our localization scheme. First,
given that MediSense relies on the RSSI values of beacon nodes at inbed sensors for localization, we start by examining the RSSI samples
from near-by beacon nodes. Specifically, Figure 13 presents the RSSI
sample readings at the in-bed sensor node located in position 4 for
beacon packets from location-beacon nodes installed in positions
3, 4 and 5 of our ICU. Despite being in close proximity, Figure 13
shows that there exist noticeable differences in RSSI between the
associated beacon and other neighboring nodes. This result serves

Packet Delivery and Routing Performance

To evaluate the packet delivery performance of MediSense, we use
the packet reception ratio (PRR) and the average number of required
transmissions per packet (ATX ) as the metric where ATX is defined
as the ‘total number of actual transmissions made’ divided by the
‘number of successfully delivered unique packets’. ATX is used to
measure the overhead due to packet retransmission, and it should
ideally converge to the well-known ETX (expected number of transmissions) metric [5] (or vice versa) in the link layer unless the link
is completely broken (in which case PRR is zero and ATX becomes
infinity). The minimum value of ATX is 1 when all transmissions
are successful on the first try, and smaller ATX value means better
transmission performance.
In our deployment, majority of the packets transmitted by the inbed sensor nodes are successfully delivered to the gateway via 1-hop.
Furthermore, during the first week of full deployment in TICU-A, all
links towards the gateway show a low ATX of <1.02. Nevertheless,
there were cases throughout our deployment in which more than
4 retransmissions were required. In such cases, as we discussed in
Section 5.2, the in-bed sensors send their packets to the associated
beacon node to deliver packets via the backbone network. The
packet delivery performance once packets from the in-bed sensors
reach the backbone network also shows a very reliable performance
with an average ATX of 1.02.

6.4

Node Lifetime Distributions

As mentioned in Section 5.4, surveys with the clinical staff suggest
that devices in MediSense should operate for at least 30 days with a
few extra days for possible maintenance delays. Using the current
deployment configuration, we managed to run the devices for more
than three full charge cycles. Figure 16 plots the distribution of
node’s average lifetimes we experienced in our deployment. The
variances in lifetimes are caused mainly due to the link qualities
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Figure 15: RSSI readings observed by the mobile bed for all 10 location-beacons when it enters the ICU as depicted in Figure 14.

Figure 16: Lifetime distribution of nodes deployed at our deployment hospital

where nodes located relatively far from the gateway (generally)
showed shorter lifetimes. However, the variance is less than 4%
only, and most nodes show a predictive behavior, achieving our
goal of 33 days or more.

6.5

Patient
Non-moving
Moving

Normal as Normal
100% (211/211)
30.22% (81/268)

Normal as Arrhythmia
0% (0/211)
69.77% (187/268)

Patient
Non-moving
Moving

Arrhythmia as Normal
4.5% (9/200)
N/A

Arrhythmia as Arrhythmia
95.5% (191/200)
N/A

Accuracy

Stay Still
93.7%

Arm wave
91.24%

Body Rotate
94.03%

Body Shake
96.82%

Table 3: Arrhythmia classification for non-moving arrhythmia patient and moving patients without arrhythmia
(above), and motion classification results using MediSense
for moving patients.

Deployment Experience

While MediSense has been active for 4 months, the initial deployment process took ∼3 months to finalize. During this period, we
encountered several non-technical challenges while pursuing our
goal. The first challenge was, as mentioned earlier, not interfering
with the clinical protocols of the hospital. The medical staff, as well
as the patients, were reluctant to have non-medical personnel (e.g.
graduate students) lingering around in the medically critical ICU
with laptops and wireless devices. Furthermore, absolutely no wires
should interfere with their normal medical procedures, and clinical
staff did not allow us to install any of our devices in visible sight
of the patients. This not only was one of our system requirements,
but also provided us with a challenging environment to work in.
The second challenge was the time and access to the deployment
site, the ICUs. We (computer scientists) did not have the authorization to directly enter the ICU ourselves, but had to get permission

from, and be accompanied by, a medical personnel to enter the
room. This restricted the time and frequency of our access to the
ICUs. Furthermore, we had no control over which beds are and
which are not occupied by the patients, which meant we had very
limited chance of doing any controlled experiments.
Lastly, capturing ground truth data for our experiments itself was
a challenge. For capturing accurate ground truth data, we wanted
to capture as much samples as possible and also have highly precise
timings. However, given that cameras were not allowed as part of
our IRB approval, we had to have either healthy volunteers make
specific motions (e.g., controlled experiment) or have a student
manually jot down movements when a real patient made motions.
This limited the amount of ground truth data we could capture and
thus, we are in the process of persuading the clinical IRB committee
for the need of a camera installation.
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6.6

Case-study: Arrhythmia Detection

To present a clinical example of how MediSense can benefit, we take
ECG signal samples collected from ten patients. Of these ten patients, six patients show signs of arrhythmia, while the other four do
not. Using the ECG signals from the five of the patients with arrhythmia, we train a multi-class Support Vector Machine (SVM) with the
count, intervals, and variances of heartbeat peaks as features for
150,000 10-second ECG traces. Note that data from arrhythmia did
not contain any artifacts caused from patient motions, as the data
was collected from unconscious patients in the ICU, while the four
without arrhythmia contained data affected with motion-artifacts
as detected by MediSense. Ideally, when testing with the remaining
data, all data except for a subset of ECG samples collected from the
patient with arrhythmia should be classified as non-arrhythmia.
Results in Table 3 shows that our classifier achieves 100% and ∼95%
accuracy when classifying non-arrhythmia and arrhythmia data
sets, respectively, for a non-moving patient. However, when normal
patients make motions on the bed, the classifier detects arrhythmialike occurrences from the ECG signals despite not experiencing
arrhythmia, which leads to false alarms on a clinical perspective.
Fortunately, with MediSense, we note that ∼93.95% of the on-bed
motions were successfully detected and filtered. This case-study
suggests that motion-affected physiological data can negatively
impact the quality of diagnosis for clinical learning systems, and
also shows that MediSense can ease such challenges by identifying
noisy samples that are affected by patient movements on the beds.

7

RELATED WORK

There are several pieces of prior work that attempt to detect patient
motion at hospitals. For example in [19], authors have developed
a computer vision based fall prevention system for hospital ward
application where 3D depth cameras were used to identify activities
on ICU beds. Features from multiple modalities and channels are
fused via a multiple kernel learning framework for training the
event detector. However, such an approach is costly and requires
camera recordings of a sensitive environment. Our work takes a
more indirect approach in identifying patient motion using only
motion-related sensors such as gyroscopes and accelerometers.
Furthermore, given the responses from our IRB committee, it is
difficult to assume that using cameras can be a general approach.
In a different direction, there has been some efforts to cancel
noise from physiological signals. In [1], an active noise cancellation
method using a MEMS accelerometer is developed for recovering
corrupted wearable sensor signals due to body motion. The method
is developed for a finger ring photoplethysmography (PPG) sensor
which detects the hand acceleration, and is used for recovering the
corrupted PPG signal. The correlation between the acceleration and
the distorted PPG signal is analyzed, and a low-order FIR model
relating the signal distortion to the hand acceleration is obtained.
The work in [24] designs a system for wearable PPG comprising
a magnetic earring sensor and wireless earpiece. The sensor contains an embedded accelerometer to provide motion reference for
adaptive noise cancellation. In [9], authors propose a solution to
effectively remove artifacts from intracranial pressure (ICP) monitoring signals collected in neuro intensive care units (NICU). The
authors identify that ICP signals often contains large amount of
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artifacts, and they not only directly lead to false alarms in automatic
intracranial hypertension (IH) alert systems, but also severely contaminate the characteristics of the underlying signal, which makes
accurate forecasting of impending IH impossible. Therefore, they
proposed a method to effectively detects artifacts by decomposing the ICP monitoring signal with empirical mode decomposition
method, and also an iterative filtering method to extract artifacts
from the decomposed components of ICP signals. The detected
artifacts are then imputed based on the auto-regressive moving
average model to preserve the original characteristics of the ICP
signal. Such schemes analyze and modify the physiological signal
measurements directly; thus, do not require additional sensing in
the physical environment. However, such noise cancellation methods can only be indirect implications of motion artifacts, and can
cause misleading data interpolation, which can be a risky approach
for clinical applications.
In designing classifiers for detecting human motion or activities, there has been a wide body of work. For example, the work
in [11] and [25] show the effectiveness of using EWMA filters in
cancelling motion sensor noise, and works such as [7] discuss how
low-complexity algorithms can be used to classify a person’s activity. Given that MediSense performs classification as a stand-alone
component, we find these work as supportive work to simplify or
enhance our motion classification algorithm.
Finally, the work in [10] have developed an integrated and intelligent system, namely iSyNCC, to enhance the effectiveness of patient
monitoring and clinical decision makings in NICUs. A modular 2tier system is proposed to enable remote and centralized patient
monitoring and provided computational intelligence to facilitate
clinical decision makings. There has also been several proposals for
such intelligent systems in hospital applications, and the work in
[6] provides a good review of such monitoring and data acquisition
systems for patient care and research in critical care.

8

CONCLUSION

Providing learning systems with proper training data can be of utmost importance as we design complex and mission critical clinical
decision support systems (CDSS). This work examines the impact
of typical patient motions on the physiological signals collected in
clinical environments, and presents a complete system called MediSense, which can sense, detect and identify noise-causing motions
that affect physiological signal data quality when made by patients
on their hospital beds. MediSense utilizes wirelessly connected embedded platforms to collect gyroscope-based motion sensing data
from ICU beds, and is equipped with a light-weight classification
algorithm to infer patients’ motion activity states. We correlate this
information with the physiological signals collected from bedside
patient monitors to filter noisy physiological signals from the CDSS’
training process. We deploy our system on 30 intensive care unit
(ICU) beds at the Ajou University Hospital Trauma Center, and
evaluate its performance from real-patient traces collected at the
ICU through a pilot study. Our results show that MediSense wellidentifies physiological signal-affecting motions made by patients
at ICU beds and the correlation for determining motion-impacted
faulty samples are high. Furthermore, our case-study with arrhythmia patient data shows that motion-affected physiological data
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can negatively impact the accuracy of clinical learning systems,
and MediSense can help. We foresee this work as an essential step
towards realizing reliable learning systems in the clinical domain.
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